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Abstract—As physically-embodied robots and digital assistants
are deployed in the real world, these agents must be able
to communicate their decision-making criteria to build trust,
improve human-robot teaming, and enable collaboration. While
the field of explainable machine learning has made great strides
in building a set of mechanisms to enable such communication,
these advancements often assume that one approach is ideally
suited to one problem (e.g., decision trees are best for explaining
how to triage patients in an emergency room), failing to recognize
that individual users may have different past experiences or
preferences. In this work, we present the design of a user
study to evaluate a novel approach to personalization of robot
explainability through meta-learning with humans. Our study
will be the first to evaluate meta learning with humans in the loop
and with multiple approaches to robot explainability. Our results
will help to pave the way for academic and industry deployments
of explainable machine learning to diverse user populations.

Index Terms—explainability, meta learning, personalization

I. INTRODUCTION

As physically-embodied robots and digital assistants are
deployed to the real world, these agents must be able to
communicate their decision-making criteria to build trust, im-
prove human-robot teaming, and enable collaboration [1], [2].
Researchers have identified explainability as being a necessary
component of high-quality human-robot interactions in many
domains [3], [4]. While several approaches to explainability
are actively under investigation and rapid development (e.g.,
natural language explanations [5], decision-tree extraction [6],
counterfactual presentation [7], or saliency-based explanations
[8], [9]), we hypothesize that some explainability mechanisms
may be better suited to certain problems than others. Beyond
some mechanisms being better than others in all contexts, it is
likely that individual user preferences and expertise will have
an impact on the success of each explainability mechanism for
a given domain and user.

While it may seem sensible to apply explainability as a
means to improve user trust, cooperation, and appropriate
compliance, current research suggests that explanations may
not always be advantageous [4]. Recent results demonstrate
that explainability may cause humans to simply defer to robot
advice, rather than actually encouraging humans to critically
examine the faithfulness and accuracy of an explanation [10].
While explainability may seem to be a useful tool to deploy
alongside an imperfect decision-making aid, this counter-
intuitive result presents a key problem: explanations encourage

inappropriate compliance. If some users see explanations and
defer to robots without critically examining the explanation
or robot suggestion, a natural follow-up question is: can we
design more usable explanations for untrained human users,
tailoring to their own personal preferences [11]–[13]? We
aim to investigate the effects of personalization for selecting
an explainability mechanisms with untrained human users.
Our study will deploy a personalized meta learning algorithm
with a set of different explainability mechanisms to explore
the viability of deploying one agent with several potential
avenues of explanation, and to determine whether personalized
explainability affects quantitative and qualitative metrics of
human-robot teaming. Insights from this study will help to
guide explainability research to consider both the context (i.e.,
deployment scenario and end-users) and usability of future
robot explanation mechanisms.

II. ALGORITHMIC COMPONENTS

One of the key contributions of our proposed study is
the deployment of a real-time personalization system to real
human participants. We aim to investigate the practicality of
deploying explainable machine learning to untrained human
participants under the hypothesis that it will be possible to reap
the benefits of explainability (i.e., improved trust and social
perceptions) while avoiding the pitfalls therein (i.e., greater
inappropriate compliance). To test this hypothesis with a real
machine learning system, we will extend the meta-learning
algorithm Reptile [14] to learn from diverse user feedback
on explainability mechanism preferences. Meta-learning, or
“learning to learn,” is a sub-field of machine learning that
seeks to leverage data from multiple closely-related tasks
to learn a general model for such tasks without suffering
from catastrophic forgetting [15]. In this proposed study, we
view each individual’s personal preferences as a “task” to be
learned, and our goal is to learn a global model that can
quickly personalize to a new user (or “task”). We choose
Reptile for its simplicity, computational efficiency, and strong
empirical performance on many meta-learning benchmarks.
While Reptile conventionally operates over standard super-
vised learning tasks or reinforcement learning tasks [14], our
work will represent the first deployment of a meta-learning
algorithm to a human-in-the-loop explainability setting.



Fig. 1. A visual overview of our algorithmic architecture. At each decision point, the world state (blue) is given to a navigation agent, which is pre-trained
and frozen for all participants (thus ensuring all participants receive the same quality of advice). The navigation agent chooses the best available action, which
is then fed into an explanation selection network (orange), alongside the participant’s ID (green) and the world state. Taken together, the explanation selection
network predicts which explainability mechanism is the best fit for the current participant and state-action pair. The explanation generation network then
generates an explanation to match the participant’s preferred mechanism, given the world state and action to explain. The action suggestion and explanation
are then returned to the participant, who provides feedback to update the explanation selection network.

In our study, our proposed meta-learning framework must
accommodate human preferences even as participants present
divergent preferences. We therefore model each human’s pref-
erences as a separate “task” for the meta-learner, indicated
by the inclusion of a unique parameter for each human. As
the human-robot team operates in a given domain, the robot
considers the world state, s, and the human participant’s
identity, h, in order to choose an explainability mechanism for
offering advice to the human, and to choose an appropriate
action suggestion, a. The overall learning pipeline for our
agent is given in Figure 1.

The action selection portion of the agent (i.e., the nav-
igation policy in Figure 1) is pre-trained and then frozen.
The navigation policy only considers s, ensuring that all
participants receive equal quality advice in the same states.
Similarly, the explanation generation component of the agent
(i.e., the explanation generation block in Figure 1), is also
pre-trained and frozen, and only considers s and a (using
the explanation preference only to select which mechanism
to activate). After offering advice, the robot receives a label,
r, that is either “positive” or “negative.” The meta-learned
network (the explanation selection network in Figure 1) then
supervises over the input hs, a, hi and feedback, r to learn
which explainability mechanism will maximize the likelihood
of a “positive” label from human participant h.

III. STUDY DESIGN

In this section, we present the details of our proposed study
design. A visual overview of our study is given in Figure 2.

A. Domain

We propose to conduct our study in the context of a
simulated driving task, leveraging the AirSim simulator [16],
shown in Figure 3. Participants are tasked with navigating to
a target location with the assistance of a physically co-located
robot as their navigator. The participants will navigate to a
total of 15 different locations, each navigation task being a
separate instantiation of the simulator. By requiring 15 tasks

Fig. 2. A visual walkthrough of our study cycle, (entry and exit surveys
omitted for simplicity). After baseline surveys and instructions, participants
begin interacting with our simulated navigation tasks and a robot assistant.
As the robot provides suggestions and explanations to participants, it is given
feedback on which explanations were good or bad. Participants continue to
provide control inputs to the simulated car and explanation feedback to the
robot for fifteen navigation tasks in each study session before completing
post-study surveys and providing qualitative feedback.

per study session, we balance participant time and fatigue
with an appropriate amount of data collection for our meta-
learner. For each navigation task, the participant interfaces
with the simulator using a wheel and pedals for control and
a standard computer monitor to see what is happening. The
monitor presents participants with a view of the simulated city
through which they are driving, as well as a mini-map of the
domain. Participants are shown a timer for each task and are
encouraged to complete tasks as quickly as possible.

B. Sample Population

Our sample population will include students at Georgia
Tech, and we will make an effort to recruit from fields other
than computer science, thereby increasing our chances of
sampling a diverse set of explanation preferences. We hypoth-
esize that our sample population will include a diverse set of



Fig. 3. Our proposed study domain, a driving simulator within AirSim.
Our study will place participants in a simulated city with a grid-layout, a
map, traffic signs and lights, and pre-programmed traffic on the roads. These
features will complicate the navigation task and encourage reliance on the
robot navigational suggestions, while still allowing the participant freedom to
navigate on their own.

experiences with driving simulators and very little experience
with explainable machine learning. Our study procedure will
include surveys for demographic data and prior robot and
machine-learning experience, which will help us to control
for any potential confounds in our data analysis. Participants
will be recruited for three sessions – one per day across
three separate days, enabling us to gather data as participants
preferences may shift over time.

C. Conditions

In our study, we will compare the following agents:
1) Personalized Explainability: Our new approach to select-

ing the appropriate explainability-mechanism based on
individual user preferences

2) Averaged Explainability: A version of our new ap-
proach to selecting explainability mechanisms without
any personalization (i.e., the most commonly preferred
mechanism across all participants will likely dominate
and be presented to all participants, regardless of their
preferences)

3) No Explainability: An agent with no ability to explain
its decision-making

By comparing these three variants of the agent deployed to
our human-robot teaming domain, we will be able to identify
the benefits of personalized explainability compared to the
generic “best” method for all participants and compared to
no explanations at all.

D. Robot

We propose to deploy our explainability agents to a Pepper
robot from Softbank Robotics for our study. While an on-
screen virtual agent may work for our task, prior work suggests
that additional anthropomorphism will enhance trust and social
perceptions of robot assistants [17]. The robot will have access
to the state of the simulator and a trained navigation and
explanation network. For each navigation task, the robot will
produce action suggestions and explanations according to its
trained networks, with no fine-tuning between participants (to
ensure that all participants receive the same quality advice).

At pre-determined intervals, the robot will offer sub-optimal
advice (i.e., random action suggestions) to the participants.
These sub-optimal suggestions will provide us with a quanti-
tative measurement of how frequently participants accept sub-
optimal advice (i.e., inappropriate compliance).

E. Procedure

At the beginning of our study, participants are presented
with a consent form, a demographics survey, a survey on robot
trust [18], and a social perceptions of robots survey [19] (both
for baseline measurements). Participants are then briefed on
their task. There is no deception employed in the study, and
participants are given a consistent set of instructions for their
task and to introduce them to the robot.

After completing entry forms and being briefed on the
domain and the robot, participants begin the main body of
the study. The main portion of the study consists of 15
navigation tasks. For each task, participants have a new target
location and are presented with a mini-map showing them
the layout of the “city” and a set of possible paths. At
regular (and pre-determined) intervals, participants will be
given both a robot suggestion (e.g., “You should take the next
left”) and a robot explanation (e.g., “If we went right, we
would run into traffic.”) Robot explanations are drawn from
one of four possible explainability mechanisms: (1) decision
trees, (2) feature attribution, (3) confidence scores, and (4)
counterfactuals. After confirming that they have reviewed the
robot suggestion, participants will be prompted to rate the
explanation as either “good” or “bad.” This rating serves as
supervision for our meta-learning algorithm to learn personal
preferences for each user, treating “good” labels as positive
and “bad” labels as negative. Additionally, we record each
participant’s behavior to determine whether or not they follow
the robot’s suggestions.

Following the completion of each session, participants will
be given surveys on robot trust [18], workload [20], social
perceptions [19], and perceptions of robot explanations.

F. Hypotheses

We hypothesize that:
• Personalization will significantly improve participants’

perceptions of robots as intelligent social agents
• Personalization will yield significantly more positive rat-

ings than an averaged model
• Personalized explanation models will be percieved as

significantly more trustworthy
• Explanations will reduce frustration and workload
• Explanations will lead to increased inappropriate compli-

ance, which will be mitigated by personalization

G. Metrics

We propose to gather the following metrics:
• Compliance: The number of times that participants ac-

cept robot suggestions
• Completion Time: The average time to completion for

navigation tasks



• Explanation Feedback: The ratio of “Good”:“Bad” feed-
back provided by participants

• Perceived Explanability: Participant ratings of explana-
tion quality

• Robot Trust: Ratings from a survey on robot trust [18]
• Social Perceptions: Ratings from a survey on social

perceptions of robots [19]
• Workload: NASA-TLX [20] ratings of perceived work-

load

H. Proposed Analysis and Expected Findings

We propose to analyze all of our metrics with an omnibus
ANOVA, and follow-up on statistically significant effects with
repeated measures ANOVAs over multiple study sessions.
Our analyses will look to reject the null hypotheses for our
hypotheses presented in Section III-F, and to find statistically
significantly changing effects across multiple study sessions.

We expect to find that average explainability yields signifi-
cantly higher inappropriate compliance [10], but that person-
alized explainability yields reduced inappropriate compliance.
Further, we expect that personalization will yield significantly
higher ratings of robot trust, sociability, and more positive
explanation ratings. Finally, we expect the lowest NASA-TLX
scores for a personalized explainability agent.

IV. IMPLICATIONS AND FUTURE WORK

Personalization and explainability stand as two key chal-
lenges to be solved in order to improve adoption and utilization
of machine learning in the real world. Our proposed study will
help to pave the way for real-world personalized explainable
machine learning, either virtual or physically embodied.

Upon finding negative results, the natural next steps are to
investigate which elements of the pipeline are not yet ready
for the real world. Are state-of-the-art explanations simply in-
effective for untrained users? Is state-of-the-art personalization
and meta-learning simply incapable of adapting to a diverse
set of real users? A negative result will highlight crucial areas
for further exploration and research before such technologies
can be deployed to the real world.

Upon finding positive results, the natural next steps are to
further personalize and contextualize explanations for individ-
ual users. While our proposed study will select the appro-
priate explanation mechanism, future work may fine-tune the
selected mechanism. For example, users may receive decision
trees tied to their individual experiences in their particular
backgrounds, not generic decision trees to explain the agent’s
decision. The feature attribution explanations can focus on
contrast and texture for colorblind users, after learning from
their personalized feedback and experiences.

V. CONCLUSION

As machine learning and robotics are deployed to the
real world, it is imperative that the research community
maintains an accurate understanding of how such technolo-
gies are received and used by human users. Our proposed
study will provide crucial insight into human perceptions

of explainable and personalized agents. Our proposed study
incorporates state-of-the-art personalization and explainability
research running in real-time and adapting to diverse users.
We have outlined proposed hypotheses, metrics, analyses, and
implications of positive or negative results in our study, and
we have concluded with directions for future research.

REFERENCES

[1] K. Boies, J. Fiset, and H. Gill, “Communication and trust are key:
Unlocking the relationship between leadership and team performance
and creativity,” The Leadership Quarterly, vol. 26, no. 6, 2015.

[2] R. Paleja, M. Ghuy, N. R. Arachchige, and M. Gombolay, “The utility
of explainable ai in ad hoc human-machine teaming,” in Proceedings of

the Conference on Neural Information Processing Systems, 2021.
[3] F. Doshi-Velez and B. Kim, “Towards a rigorous science of interpretable

machine learning,” arXiv preprint arXiv:1702.08608, 2017.
[4] C. Rudin, C. Chen, Z. Chen, H. Huang, L. Semenova, and C. Zhong,

“Interpretable machine learning: Fundamental principles and 10 grand
challenges,” arXiv preprint arXiv:2103.11251, 2021.

[5] J. DeYoung, S. Jain, N. F. Rajani, E. Lehman, C. Xiong, R. Socher,
and B. C. Wallace, “Eraser: A benchmark to evaluate rationalized nlp
models,” arXiv preprint arXiv:1911.03429, 2019.

[6] A. Silva, M. Gombolay, T. Killian, I. Jimenez, and S.-H. Son, “Opti-
mization methods for interpretable differentiable decision trees applied
to reinforcement learning,” in Proceedings of the Twenty Third Inter-

national Conference on Artificial Intelligence and Statistics, S. Chiappa
and R. Calandra, Eds., vol. 108. PMLR, 2020.

[7] A.-H. Karimi, B. Schölkopf, and I. Valera, “Algorithmic recourse: from
counterfactual explanations to interventions,” in Proceedings of the 2021

ACM Conference on Fairness, Accountability, and Transparency, 2021.
[8] X. Suau, L. Zappella, and N. Apostoloff, “Finding experts in transformer

models,” arXiv preprint arXiv:2005.07647, 2020.
[9] M. T. Ribeiro, S. Singh, and C. Guestrin, “”why should I trust you?”:

Explaining the predictions of any classifier,” in Proceedings of the 22nd

ACM SIGKDD International Conference on Knowledge Discovery and

Data Mining, San Francisco, CA, USA, August 13-17, 2016, 2016.
[10] F. Poursabzi-Sangdeh, D. G. Goldstein, J. M. Hofman, J. W. Wort-

man Vaughan, and H. Wallach, “Manipulating and measuring model
interpretability,” in Proceedings of the 2021 CHI Conference on Human

Factors in Computing Systems, 2021.
[11] K. Sokol and P. Flach, “Explainability fact sheets: a framework for

systematic assessment of explainable approaches,” in Proceedings of the

2020 Conference on Fairness, Accountability, and Transparency, 2020.
[12] R. R. Hoffman, S. T. Mueller, G. Klein, and J. Litman, “Met-

rics for explainable ai: Challenges and prospects,” arXiv preprint

arXiv:1812.04608, 2018.
[13] U. Ehsan and M. O. Riedl, “Human-centered explainable ai: Towards

a reflective sociotechnical approach,” in International Conference on

Human-Computer Interaction. Springer, 2020.
[14] A. Nichol, J. Achiam, and J. Schulman, “On first-order meta-learning

algorithms,” arXiv preprint arXiv:1803.02999, 2018.
[15] R. M. French, “Catastrophic forgetting in connectionist networks,”

Trends in cognitive sciences, vol. 3, no. 4, 1999.
[16] S. Shah, D. Dey, C. Lovett, and A. Kapoor, “Airsim: High-fidelity visual

and physical simulation for autonomous vehicles,” in Field and service

robotics. Springer, 2018.
[17] M. Natarajan and M. Gombolay, “Effects of anthropomorphism and

accountability on trust in human robot interaction,” in Proceedings of the

2020 ACM/IEEE International Conference on Human-Robot Interaction,
ser. HRI ’20. New York, NY, USA: Association for Computing
Machinery, 2020.

[18] J.-Y. Jian, A. M. Bisantz, and C. G. Drury, “Foundations for an em-
pirically determined scale of trust in automated systems,” International

journal of cognitive ergonomics, vol. 4, no. 1, 2000.
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