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Abstract—It is not scalable for assistive robotics to have
all functionalities pre-programmed prior to user introduction.
Instead, it is more realistic for agents to perform supplemental
on site learning. This opportunity to learn user and environment
particularities is especially helpful for care robots that assist with
individualized caregiver activities in residential or nursing home
environments. Many assistive robots, ranging in complexity from
Roomba to Pepper, already conduct some of their learning in
the home, observable to the user. We lack an understanding of
how witnessing this learning impacts the user. Thus, we propose
to assess end-user attitudes towards the concept of embodied
robots that conduct some learning in the home as compared to
robots that are delivered fully-capable. In this virtual, between-
subjects study, we recruit end users (care-givers and care-takers)
from nursing homes, and investigate user trust in three different
domains: navigation, manipulation, and preparation. Informed
by the first study where we identify agent learning as a key factor
in determining trust, we propose a second study to explore how
to modulate that trust. This second, in-person study investigates
the effectiveness of apologies, explanations of robot failure, and
transparency of learning at improving trust in embodied learning
robots.

Index Terms—trust, robotics, robot adoption, human-robot
interaction, human-robot trust, trust repair, explainable artificial
intelligence, learning from demonstration, reinforcement learning

I. INTRODUCTION

Care robots currently perform a wide variety of tasks
that require some degree of learning-at-home. Some of these
tasks require observation-based learning. For instance, robotic
agents such as Roomba [16] and Moxi [37] learn the layout
of their environment through observation and exploration.
Other robots observe users directly to classify and track user
behavior. Robotic agents such as PHAROS’s use this function-
ality helps monitor user well-being and daily exercise [29].
Finally, agents such as the PARO robot perform interaction-
based learning user preferences via straightforward physical
feedback [38]. These forms of supplemental learning enable
the agent to adapt to its environment and user(s), and offer
care-givers and care-receivers the option of being directly
involved in the agent’s learning to specify preferences or teach
the agent new tasks.

The customization afforded by this learning is important for
ensuring users receive effective, individualized care. Though
in situ learning is already common practice for care robots,
we lack an understanding of how observing this learning in
the home affects user trust. This work aims to develop a better
understanding of how users will respond to embodied learning
agents in the home. To do so, we conduct a user study that

evaluates user trust in agents that exhibit different levels of
at-home learning.

We compare trust in three different types of agents. The
control condition is a fully pre-programmed agent that does
not demonstrate it’s learning to the user. We additionally
choose two types of learning agents: high user involvement
and low user involvement. For the high involvement condition,
the agent learns from demonstration (LfD), via kinesthetic
teaching. We choose reinforcement learning (RL) to represent
the low involvement condition in which the user does not
interact with the agent during learning.

Fig. 1. Three different agent types.

Though surveys and behavioral metrics, we determine the
effect of agent learning on user trust. Informed by this first
study, we propose a second user study in which we determine
the techniques that are most effective in repairing trust in the
learning agent. We choose to compare the following three
techniques [8], [36].

• An apology provided directly after the trust violation.
• Transparency of agent learning through a high-level nar-

ration of what is learned.
• An explanation of what caused the error, without ac-

knowledging fault, provided directly after the trust vi-
olation.

Informed by the results of these two user studies, we
develop some guidelines to inform the design of care robotic
systems that operate in residential or nursing-home environ-
ments. To summarize, in our work we propose the following:

1) We study the difference between user trust in a fully
pre-engineered agent compares to user trust in an agent
that learns in the home.

2) We investigate how to best perform trust repair with
respect to embodied agents that learn in the home.
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3) We develop guidelines to inform the design of assistive
robotic systems deployed in residential environments.

II. RELATED WORKS

A. Care Robots

Care robots are defined by their function as robots that
support care-givers and/or care-receivers [44]. These robots
often operate in residential environments where they perform
a variety of assistive tasks and promote extended independent
living [11], [18], [27], [47].

Care robot roles generally fall under physical assistance or
medical assistance. Physical assistance includes tasks such as
navigation, fall-prevention, object manipulation, and house-
hold chores. A few notable examples of care robots that per-
form physical assistance tasks include Moxi [37], Hobbit [13],
Relay [14], Care-O-Bot 4 [20], RAMCIP [23], and Lio [32].
Medical assistance includes tasks such as health monitoring,
medicine delivery, and the exertion of a social presence for
coaching or social interaction [7], [43], [45]. Examples of
care robots that perform medical assistance include Nao [39],
Pepper [40], and PHAROS [29].

Regardless of whether the care agent performs both physical
or medical assistance, learning in the home affords the agent an
opportunity to observe and adapt to individual user needs and
preferences. We wish to understand how this learning impacts
users acceptance of agents.

B. Trust

Acceptability of care robots in depends not only on the
benefits the agent can bestow upon the user, but also on the
user’s perception of and attitudes towards the robot [6]. One
of the most important attitudes with respect to acceptability
is user trust [25], [46]. Trust is defined as a user’s attitude
that the agent will help them achieve a goal, specifically in a
situation of uncertainty, or vulnerability [21], [42].

Prior work in human-automation (HA) trust has categorized
trust based on the extent of interaction with the user into
dispositional, situational, and learned trust [15]. These rep-
resent baseline trust in automation [31], trust with respect to a
particular interaction [17], and trust developed though a series
of interactions [8], respectively. These measures of HA trust
can be useful in measuring human robot (HR) trust, but do
not account for the impact on trust of robot embodiment.

In human-robot interactions, it is useful more meaningful to
study trust dependent on agent-specific factors (performance-
based) separately from trust dependent on interaction-specific
factors (relation-based) [26]. Performance-based trust encom-
passes robot performance and user’s awareness of the robot’s
abilities while relation-based trust looks at social factors
between the robot and society including robot appearance,
adherence to social norms, and morality. Recent work develops
surveys that directly measure these types of HR trust [28].

C. Trust Repair

In effective human robot interactions, a user’s trust in
an agent is moderated to avoid over or under-reliance [41].

This trust calibration can be accomplished via the following
techniques: transparency, explanations, trust repair, and trust
damping [8]. Trust repair refers to the rebuilding of trust
after a trust violation. Common trust repair techniques include
apologizing, committing to change, accepting or shifting the
blame, denial or gas-lighting the user, qualifying or downgrad-
ing the severity of the trust violation, or by increasing agent
transparency [2], [8], [36].

Prior work in human-human trust repair has studied how
the type of trust violation affects the difficulty of trust repair
in individual and group settings [19]. Similarly, has evaluated
the effectiveness of trust repair techniques for human robot
interactions in high risk, time critical situations [36]. Our
second user study is similar to [36] in that we are evaluating
how effective different forms of trust repair in a particular
HRI domain. Our work differs from [36] in that we focus on
mitigating deficient trust specifically in learning agents that
operate in residential environments.

III. METHODOLOGY

A. Target Population

In the context of in-home care, for the agent to be success-
fully relied upon and adopted, we must understand whether
caregivers and care takers, as well as their families and other
involved individuals, would accept the involvement of the care
robots [24].

Thus, the target population of this work encompasses both
care-givers and care-receivers, where care-receivers are de-
fined to be members of the geriatric population, i.e. elderly
adults of the age of 65+. We conduct Study 1 remotely due to
the particularly high health risk in-person user studies impose
on elderly adults. As our target population is unlikely to be
well-represented by a study hosted on Amazon Mechanical
Turk, for our first user study, we work in conjunction with
several nursing homes to recruit participants. We recruit 60
participants, 30 care-givers and 30 care-receivers. As the first
user study is a between-subjects study with 3 conditions, this
number of participants allows us to counterbalance participants
such that 10 care-givers and 10 care-receivers will be assigned
to each condition. Exclusion criteria for participants include
the ability to speak and read English, and the ability to operate
a computer and browse the internet independently.

Remote studies may not fully represent the impact of the
agent’s embodiment on trust. Thus, we conduct Study 2 in
person. As our second user study is conducted in person,
imposing a higher health risk on our target population, we
recruit 50 participants both from nursing homes and from
the general population. As this study is a within-subjects
user study, all participants will experience each condition. We
account for the inclusion of participants outside of our target
population in our multivariate regression analysis.

B. Research Questions

First, we wish to establish whether there is a difference
between user trust in fully pre-programmed agents and user
trust in agents that conduct some learning in the home. In this



between-subjects study, we isolate learning as the independent
variable by keeping performance constant. The only difference
in participant experience between different agent conditions is
the addition of a video showing the agent learning prior to
observing agent performance for the learning agent conditions.

Research Question 1 Is trust in an agent that is pre-
programmed different from trust in an agent that additionally
learns in the home?

Given that many care robots already perform learning in res-
idential settings, we investigate how to best mitigate deficient
trust in embodied learning agents.

Research Question 2 How can we best modulate trust in
agents that learn in the home?

C. Metrics

The list of surveys administered via Qualtrics for the virtual
study is available in Table I. Note that the surveys we employ
remain the same for both user studies.

TABLE I
QUESTIONNAIRE CONTENTS

Questionnaire Metrics
Pre-Study

Education [34]
Computer Science Prior Experience [34]
Robotics Prior Experience [34]
Personality [9]
Field of Occupation [1]
Dispositional Trust [31]
Anthropomorphism [4]
Usability and Acceptability [5]

Mid-Study
Situational Trust [17]
Performance-based Trust [28]
Risk [12]

Post-Study
User Assumptions
Extent of User Adoption

In the post-survey questionnaire, we ask two hand-crafted
questions. First, we ask the participant what tasks, from a
list of tasks both in and outside of the distribution of tasks
observed in the study, they would trust the agent to do. This
question measures the extent of user adoption. Secondly, we
ask an open-ended question about the participant’s understand-
ing of the agent’s learning and general perception of agent
competence. This question is to collect qualitative information
about user assumptions regarding the agent’s learning and
competence.

D. Evaluating Trust

We evaluate a user’s dispositional trust, situational trust and
performance-based trust through surveys [17], [28], [31]. We
do not evaluate relation-based trust as we do not alter how the
agent adheres to social norms in this study. We also study user
trust through behavioral measures, in terms of reliance on and
compliance with the agent, through user average intervention

rates while observing the agent’s behavior on the test task of
each domain.

E. User Study 1

The virtual user study, designed to address RQ1, will be a
between-subjects experiment, where participants are assigned
to one of three conditions:

• Control: agent is fully pre-programmed.
• Low-Involvement: partially pre-programmed agent sup-

plemented with RL.
• High-Involvement: partially pre-programmed agent sup-

plemented with LfD via kinesthetic teaching.
Note that in the low-involvement condition we do not

explain how the agent knows the outcome of each trial and
error attempt, but the reward function is implied to be obtained
from the environment.

The design of the first user study is as follows.

Fig. 2. Flow of Study 1.

1) Introduction to the agent. The participant is shown a
video of a human un-boxing the agent narrated with a
summary of the agent’s pre-engineered abilities.

2) Pre-study questionnaire.
3) For each of the three task domains (manipulation, nav-

igation, and preparation):
a) In the two learning conditions, the user observes

a video of the agent learning the train task in the
home autonomously though trial and error (RL) or
via kinesthetic teaching (LfD).



b) The participant observes a video of the agent’s final
performance on the train task. This video is the
same for all conditions.

c) The participant then observes 10 video clips of the
agent executing the test task. For each of these
10 clips, they are told that they can intervene by
pressing a red STOP button if they no longer trust
the agent to succeed or feel the agent will fail.
Seven out of the ten video clips are failed attempts
at the task by the agent, and three are successes.

d) Mid-study questionnaire.
4) Post-study questionnaire.

F. User Study 2
The in-person user study, designed to address RQ2, will be

a within-subjects experiment in the domain of highest effect
size from the first user study. All participants in this study
will interact with the learning agent from Study 1 that had the
lowest average user trust. In this user study, participants are
assigned to one of the four conditions:

• Control: No technique employed to improve trust in
embodied learning agent.

• Transparency: Transparency of robot learning, though a
high-level narration of what is being learned.

• Explanation: Explanation of what caused the error, with-
out acknowledging fault, provided directly after the trust
violation.

• Apology: Apology provided directly after the trust vio-
lation.

The explanations and transparency provided in these tech-
niques are hand-crafted rather than autonomously generated.
The design of the second user study is as follows.

1) Introduction to the learning agent. The participant is
shown a video of a human un-boxing the agent narrated
with a summary of the agent’s pre-engineered abilities.

2) Pre-study questionnaire.
3) For each of the four conditions (control, transparency,

explanation, apology):
a) User observes a video of the agent learning the

train task in the home. In the transparency con-
dition, this video will be narrated with high-level
descriptions of what is being learned.

b) The participant observes a video of the agent’s final
performance on the train task. This video is the
same for all conditions.

c) The participant then observes 10 video clips of the
agent executing the test task. For each of these
10 clips, they are told that they can intervene by
pressing a red STOP button if they no longer trust
the agent to succeed or feel the agent will fail.
Seven out of the ten video clips are failed attempts
at the task by the agent, and three are successes.
After each of these 10 video clips, if the video
was of an unsuccessful attempt at the test task, the
user will receive an apology or explanation in these
respective conditions.

Fig. 3. Flow of Study 2.

Fig. 4. Sample kitchen environment in Ai2Thor.

d) Mid-study questionnaire.
4) Post-study questionnaire.

G. Domains

In both user studies, participants are shown videos of agent
learning as well as agent performance on the train and test
tasks. We employ Ai2Thor’s iTHOR environment [22] and
ManipulaTHOR environment [10] to create these videos with
a Wizard-of-Oz policy using the LoCoBot agent. We choose
to manipulate the agent using a Wizard-of-Oz policy rather
than actual policies as we are isolating agent learning as the
independent variable, and wish to control for performance
and behavioral changes between agents that are trained with
different policies.

As seen in Table II, we choose three tasks for the first user
study, one for each of three domains: a navigation domain, a
manipulation domain, and a preparation domain. We pick the



following tasks as there has been demonstrated need for care
robots that can assist in these tasks [11], [30], [33], [35].

Recall that we intend to measure trust in each domain.
As trust is defined in situations of uncertainty or risk, we
intentionally inject risk into the test task of each domain. Ac-
cordingly, the navigation train task entails navigating between
rooms, while the test task has agents physically guiding a user
between different rooms, all the while avoiding obstacles. The
manipulation task is comprised of pouring liquids into cups
without spilling. We increase risk in the test task by changing
the temperature of the liquid from lukewarm to scalding water.
Finally, in the preparation task the agent learns to dispense and
distribute multivitamins to the user. The riskier test task is then
to dispense and distribute pain medicine to the user.

TABLE II
TASK DESCRIPTIONS

Domain Train Task Test Task
Navigation Go from room A to room

B.
Guide a user from room D
to room F, passing through
room E.

Manipulation Pour cold water into a cup. Pour hot water from a ket-
tle into a mug.

Preparation Dispense and distribute
multivitamins.

Dispense and distribute
pain medicine.

For the second user study, we recreate the domain of highest
effect size from the first user study in the laboratory setting
using a LoCoBot Robot.

H. Assumptions

When demonstrating agent learning, we employ a Wizard-
of-Oz policy, and portray learned agent behavior and perfor-
mance as identical irrespective of the type of learning, though
in practice different learning may engender different agent
behavior. We do so to isolate learning as the independent
variable. We assume that the resulting user trust will still be
pertinent to more realistic engineer-taught and learning agents.

Additionally, as is often done with model based diagnosis
work [3], in our work we assume full knowledge of the causes
of errors in order to provide explanations. Finally, though
the embodied agent in the first user study is represented
virtually, we assume the results can still motivation our second,
in-person user study by establishing that trust in embodied
learning agents is hard.

IV. LIMITATIONS & FUTURE WORK

One limitation of our work is that our research is cross-
sectional. While we recruit individuals from our target popu-
lation for the initial, virtual study, due to COVID concerns we
are unable to recruit solely from this target population for our
secondary, in-person study.

We choose to hand-craft these explanations rather than gen-
erate them autonomously as well, as autonomous generation of
effective explanations is still unsolved. We choose not to focus
on this research question, as we wish to inform design of care
agents beyond current technical limitations. Another limitation

of our work is that, in our first study, we are measuring trust
based upon a subject’s ability to imagine being vulnerable to a
system, though the risk in a virtual environment is inherently
hypothetical.

Future work includes recruiting our target population, car-
rying out the two user studies, analyzing the resulting data,
and developing guidelines to inform the design of care robots
that learn in residential settings.

V. CONCLUSION

In this work, we propose a user study to evaluate user trust
in embodied agents that conduct some of their learning in the
home. Informed by these findings, we propose a second user
study to investigate how we can best improve deficient trust
in embodied learning robots. We then develop guidelines that
inform the design of care robotic deployed in the home. Our
goal is to assess care-giver and care-taker attitudes towards
the concept of embodied care robots that learn in the home,
as compared to robots that are delivered fully-capable.
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