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ABSTRACT

Interactive Artificial Intelligence (AI) agents are becoming increasingly prevalent in society. However,
application of such systems without understanding them can be problematic. Black-box AI systems
can lead to liability and accountability issues when they produce an incorrect decision. Explainable AI
(XAI) seeks to bridge the knowledge gap, between developers and end-users, by offering insights into
how an AI algorithm functions. Many modern algorithms focus on making the AI model “transparent”,
i.e. unveil the inherent functionality of the agent in a simpler format. However, these approaches
do not cater to end-users of these systems, as users may not possess the requisite knowledge to
understand these explanations in a reasonable amount of time. Therefore, to be able to develop
suitable XAI methods, we need to understand the factors which influence subjective perception and
objective usability. In this paper, we present a novel user-study which studies four differing XAI
modalities commonly employed in prior work for explaining AI behavior, i.e. Decision Trees, Text,
Programs. We study these XAI modalities in the context of explaining the actions of a self-driving
car on a highway, as driving is an easily understandable real-world task and self-driving cars is a keen
area of interest within the AI community. Our findings highlight internal consistency issues wherein
participants perceived language explanations to be significantly more usable, however participants
were better able to objectively understand the decision making process of the car through a decision
tree explanation. Our work also provides further evidence of importance of integrating user-specific
and situational criteria into the design of XAI systems. Our findings show that factors such as
computer science experience, and watching the car succeed or fail can impact the perception and
usefulness of the explanation.

Keywords Explainable AI · Human-Centered Computing

1 Introduction

As the breadth of applications within Artificial Intelligence (AI) grows, there is an widening chasm between developers
of AI systems and consumers that these systems should cater to. This rift between end-user and technology leads to a
decrease in trust and satisfaction in autonomous systems [1]. Humans understandably become suspicious towards these
systems and are less tolerant to failures and mistakes [2–4]. Explainable AI (XAI) was thus proposed as a means for
developers to engender greater confidence in these systems by enabling users to understand the inner-workings and
decision making process of AI algorithms [5, 6]. As such, XAI systems have now been broadly deployed in various
capacities such as for banking [7], healthcare [8], robotics [9] among other domains.

However, the increase in technological demand of these systems lead to a rise in predominantly “model-centric”
explainable AI solutions. These approaches tackle the problem of XAI by “opening-up” the black box of deep neural
networks through post-hoc or transparency approaches [5]. Transparency-based approaches seek to expose the internal
mechanisms of an algorithm in a simpler format. Prior work has established strong baselines for transparency through
gradient-based relevance methods [10, 11], or presented inherently interpretable architectures wherein the explainability
comes from the nature of the architecture [12–14]. Contrarily, post-hoc approaches provide additional context to a user
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Figure 1: The job of an XAI agent is to present the user with an explanation they can apply towards understanding
how the AI agent works. However, every agent has their own individual needs and context which the agent needs to
cater to. A banker may want to be presented an explanation in numbers, whereas a student may prefer a more visual
explanation. To effectively satisfy stakeholders, the AI agent needs to understand who the user is and formulate an
explanation specifically suited to them.

on an instance- or behavior-wise basis to explain an action or an output of a system. Such approaches include attention
visualization [15], behavior summarization [16, 17], model reconciliation [18], and much more.

Unfortunately, these methods gloss over a fundamental component of the interaction experience, i.e. the individual [19].
Each user who may need to work with such a system has a unique set of needs, and will operate in a specific situational
setting. To effectively cater to our stakeholders, we need better mechanisms to understand their needs and socio-technical
dispositions and study the ways these factors influence their ability to effectively utilize an explanation [1, 20, 21].
XAI is not a one-size-fits-all problem and the most “correct” explanation is not always the most understandable [22].
Ill-fitting XAI tools can have a regressive effect on AI safety by creating a false sense of security, as incomprehensible
explanations do not enable users to accurately identify and diagnose potential points of failure [23]. To develop
accessible XAI methodologies we need to understand needs of a user to develop explanations that suit them [24].

In this paper, we present a user study in which we compare multiple modalities of explanations with regards to usability
and acceptance. Our goal is not to find the “best” XAI modality. Rather, we aim to apply these disparate modalities to
better understand the dispositional factors which may influence an individuals preference towards an explanation. We
conduct a novel human-grounded evaluation in which we studied which modality of explanation is the most helpful
for a user in understanding the decision making process of a car on a highway. We developed a forward simulation
protocol in which we tested a participant’s ability to interpret four modalities of explanations for a self-driving car on a
highway. Our work also seeks to unpack the relationship between perceived usefulness of an explanation and actual
usefulness, which we define as how well a participant is able to apply the explanation towards predicting the behavior of
the AI agent. Perception of usability influences adoption of the agent, whereas objective understandability dictates how
beneficial the explanation will be to the stakeholder. Through our qualitative and quantitative analysis, of subjective and
objective metrics of explanation usefulness, we seek to present a better understanding of how to connect users to the
right explanation which suits their individual context and characteristics.

We do not claim that we are the first to highlight the need for personalized explainability mechanisms. However, we
provide support to contemporary work studying this topic [25–27], by incorporating an objective metric of simulatability
in addition to subjective usability, via the Technology Acceptance Model (TAM) [28], to understand the suitability of
an explanation to a user. We identify key demographic factors, that elucidate which XAI method is more helpful for
individual users. Our analysis, highlights issues regarding a lack of internal evaluative consistancy of XAI modalities,
by demonstrating instances where users objectively better understand the underlying working of the self-driving
car with the help of an explanation, but subjectively prefer a different modality because the first explanation was
ill-fitting towards their distinct disposition [22]. Finally, unlike prior work, we conduct our study within an autonomous
driving domain. Driving is an accessible domain, as most people either possess driving experience or have been
passengers in cars, making it an easily-understandable task for participants of our study. Autonomous driving is a
safety-critical application and thus is a highly relevant domain for explainability due to the ethical and liability concerns
involved [29, 30]. Therefore, it is important to better understand the factors that influence the perception and ability to
apply the explanations in these scenarios. To summarize, our contributions are as follows,

1. We present a novel study design to compare multiple modalities of explanations through both subjective
metrics of usability and acceptance as well as objective metrics of simulatability.
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2. We conduct qualitative and quantitative analysis on data from 231 participants to elucidate individual pref-
erences of explanation modality, as well as highlight the effect of situational or dispositional factors on the
perception of the XAI agent.

3. Our results highlight a lack of consistency in evaluative preference of explanation modalities, by showing
that although participants rated text-based explanations to be significantly more usable than the decision
tree explanation, the decision tree explanation was found to be significantly more useful for simulating the
functionality of the self-driving car.

2 Related Work

2.1 Explainable AI methodologies

Explainable AI is a prominent area of research within artificial intelligence. The most prevalent explainability methods
are model-based approaches, which seek to explain the black-box of a deep neural network. A popular preliminary
approach was by visualizing the outputs and gradients of a deep neural network [11,15,31,32]. These methods provided
informative visualizations of neural network outputs and parameters in order to enable users to interpret the functionality
of the network. However, it has been found that approaches that rely on visual assessment can sometimes be misleading,
as they may be specific to unique data or modelling conditions, and can be highly susceptible to outlying outputs
that contradict the explanation [33–35]. Prior work has also sought to transform uninterpretable deep networks into
interpretable architectures or modalities such as decision trees [12, 13, 36], or bayesian rule lists [14], and generate
explanations by exploiting the “white-box” nature of these architectures [37].

Other researchers focus on generating human-centered explanations which describe the actions of an agent in human-
understandable language. One such approach is rationale generation which present post-hoc explanations which
rationalize the actions taken by an agent in a human-understandable manner [2, 38]. Another human-centered ex-
plainability methodology is motivated by explaining a model through exposing individual training examples influence
the model. In instances where data is presented in a format understandable to an end-user, these approaches provide
an elegant solution to highlight a meaningful reason for a network’s output. Prior work has enabled approaches to
identify and visualize individually the effect of training examples on the hidden representations of a neural network, and
have applied these methods towards explaining the network or understanding the source of bias [39, 40]. Alternative
data-based explainability methods have also provided methods to highlight the sections of the training example which
provide a reasoning for an output [41–43].

Lastly, an important subfield of explainability which includes both interpretability and human-centered approaches is
called Explainable AI Planning (XAIP), which categorize XAI approaches to sequential decision making problems [44,
45]. These approaches present the plan of an algorithm to the explainee. The first set of these approaches seek to
reconcile the inference capacity or the mental model [46] of a user, to present model-agnostic explanations to a user.
Inference reconciliation involves answering investigatory questions from users such as “Why not action a instead of
a′?” [47, 48], or “Why is this plan optimal?” [49, 50]. Model reconcilation approaches format explanations to adjust
the human’s mental model to more accurately align it with the actual conceptual model of the agent [51, 52]. The last
category of plan-explanations is policy or behavior summarizations [16,17]. These approaches describe the functionality
of an AI agent, so that they can be individually applied towards understanding individual actions. In this work, we do
not present a novel XAI methodology. Within this taxonomy of approaches, our investigation most closely aligns with
policy summarizations, i.e. our explanations describe the overall policy of the self-driving car. However, we seek to
apply these generated explanations to understand perceptions and usefulness of these policy explanations through a
human-subjects study.

2.2 Evaluating Explainability

With a greater focus placed on XAI systems, facilitating a means of evaluating the effectiveness and usability of these
approaches has become increasingly important. Human-grounded evaluation [53] is a popular methodology to evaluate
the usefulness of proposed approaches within simulated interactions. Human-grounded evaluation seeks to understand
the perception of XAI systems and the aspects of the user-experience which can be improved to facilitate smoother
interactions with such autonomous agents [38, 47, 54, 55]. A common practice in human-grounded evaluation is to
leverage the principle of mental models [46], wherein researchers attempt to reconcile the differences between the
mental model of a user with the conceptual model being explained to measure how well the XAI method explains
the agent’s model [56, 57]. This is typically measured by a post-explanation task which attempts to understand how
much the explanation has helped the user learn to better understand the AI agent’s decisions [27, 47, 58, 59]. Our user
study employs a similar task prediction methodology which reconciles a user’s understanding of the self-driving car by
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Figure 2: This diagram depicts the environment utilized in this study. The green car denotes the AI agent which is
navigating through the highway and presenting explanations to the particpant for each action it takes.

asking participants to predict the actions of the car before and after receiving an explanation to measure the affect of
an explanation on the accuracy of their predictions. We incorporate confidence ratings to each prediction question to
develop a weighted task prediction metric for each participant.

To subjectively evaluate the perception of an XAI methodology, researchers have primarily applied the Technology
Acceptance Model (TAM) [28]. Many prior XAI surveys have employed this model to study the willingness of an
individual to accept an XAI agent, through metrics such as ease-of-use, usefulness, intention to use, etc. [25, 38].
Another popular avenue of studying acceptance is through the items of trust and satisfaction. In popular prior work,
[56] present a trust scale which predicts whether the XAI system is reliable and believable. Recent work also formalizes
a new human-AI trust model and emphasizes why “warranted” trust is an important factor in XAI acceptance [6]. In
this paper, we follow these two lines of analysis by leveraging a survey which combines the TAM model for usability
with trust to understand the participants’ subjective perception of our XAI agents.

Finally, the last avenue of related work that needs to be covered is studies which pertain to personalization of XAI
modules. Recent work highlights the effects of differing XAI modalities on human-AI teaming with respect to
subjective and objective metrics [27]. Their results suggest that explainability alone does not significantly impact
trust and compliance; rather adapting to users and “meeting users half-way” is a more effective approach for efficient
human-AI teaming. Prior work has also investigated how factors such as need for cognition [60], openness [61] and
other personality traits impact design of explainable interfaces for recommender systems [26, 62]. Conati et. al. further
built on this idea by developing an case study for an XAI interface for intelligent tutoring that personalizes through
adaptive hints [25]. The need for personalization has been established in prior work, however, many aspects of modeling
a user’s personal preference towards XAI are still yet to be fully understood. There are many other demographic
(educational background, learning style, etc.) and situational (domain, stress-levels, etc.) criteria which may still
affect personal preference and user-modeling for XAI. Through our preference-based XAI user study, we seek to better
understand some of these criteria, within the domain of a self-driving car simulation, in order to improve our ability to
personalize XAI interfaces.

3 Methodology

To analyze utility of different modalities explanations describing the decision making process of a sequential AI-agent,
we conducted a novel human-grounded evaluation [53] experiment to see which explanation modality is the most
helpful objectively for simulating/predicting an agent’s behavior and subjectively for usability. Our study was conducted
within the highway domain [63](see Figure 2). In this environment, the car needs to navigate through traffic on a
three-lane highway, where the traffic is always moving in the same direction. We chose this domain due to the easily
understandable nature of the domain. Most people would have had prior experience driving or being a passenger in a car
on a highway, so they are likely to have an expectation of how to “properly” drive on a highway. This allows us to test
whether we are accurately able to convey the car’s decision making process, and consolidate the differences between
the two. Through this study we attempt to not only understand more about explanation preferences and perceptions but
also the dispositional (CS Experience, Video Game experience, learning style, etc.) and situational (success/failure)
factors which influence these preferences. Specifically, our analysis sought to answer the following questions,

• Q1: Which explanation modality affords the greatest degree of simulatability in terms of understanding the
decision making process of the car and accurately predicting the car’s actions?

• Q2: How do individual explanation modalities impact subjective measures of usability and trust, and are these
individual preferences consistent with the metric of explanation usefulness studied in Q1?

• Q3: Are there any interaction affects between dispositional and situational factors, e.g. computer science
experience, learning style, success/failure, on the subjective and objective measures studied in this protocol?
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Category Questions

Perceived Usefulness
Using this explainable agent would be useful for me

Using this explainable agent will improve my effectiveness
Using this explainable agent will improve my performance

Perceived Ease-of-use
With this explainable agent, it would be easy to get the information I need

Learning to operate with this explainable agent would be easy
This explainable agent would be easy to use

Attitude

Using this explainable agent is an idea I like
Using this explainable agent would be a pleasant experience

Using this explainable agent is a good idea
Using this explainable agent is a wise idea

Trust
I trust this explainable agent

This explainable agent is reliable
This explainable agent is trustworthy

Intention to use
When I will need it, I will intend to use this explainable agent rather than an agent with no explanation

When I will need it, I predict I would use this explainable agent rather than an agent with no explanation
When I will need it, I would like to use this explainable agent rather than an agent with no explanation

Table 1: This table depicts the specific questions asked within each item of the usability and trust questionnaire
employed in this study. This survey was previously used to measure perception of “e-services.” In our study, we
replaced all references of “e-services” to “explainable agent.”

3.1 Experiment Design

The factors in our experiment were (1) Explanation Format and (2) Success-vs.-Failure video. Our experiment was a
between-subjects study with a 2×4 study design.

Explanation Format – We chose XAI modalities that can all be generated from a single methodology presented in
prior work [13]. This method converts learned policies into discretized decision trees which elucidate the decision
making process within an AI-agent’s policy [37]. As such, we chose four explanation modalities that can be generated
interchangeably through this base model. These modalities are as follows

1. Tree: A decision tree which encodes the self-driving car’s policy.

2. Basic Text: A policy description generated using a template from the decision-tree policy.

3. Modified Text: A modified version of the text description, presented in a format which is easier to parse, with
simplified language and indentation.

4. Program: A set of if-else statements encoding the logic of the decision tree.

The selection of these modalities was motivated by recent explainable AI work for explaining the policies of sequential
decision making systems. Decision trees have become a popular method of explaining decisions for human-AI teaming
scenarios [36]. Differential decision trees have been proven to be an interpretable method of representing a policies
that can be employed towards generating “white-box” explanations for users that actually represent the underlying
behavior [13]. Language has also shown to be an effective means of explaining the actions of an sequential decision
making agent [2, 38, 50]. The motivation for including two versions of a language baseline is that the “Modified Text”
baseline serves as an “Abstraction” [44] for the raw text explanation, i.e. it formats the explanation in a more human-like
manner such that it is more palatable to the user. Finally, the choice of program/rule-based explanations was to cater to
scenarios wherein explainable systems are utilized to assist domain experts who wish to debug agent behavior. We were
interested in understanding if computer science experience played a role in determining whether participants were able
to process the same information better as psuedo-code or in a language format. The specific explanations provided to
participants in our study are provided in the Appendix (Section: A)

Success/Failure – Prior work has studied how the nature of an explanation sways a user’s ability to tolerate the agent
failing [38]. In this study, we analyze the opposite relationship, i.e. how does seeing the agent succeed or fail impact
their perception of the explanation. At the start of the experiment, each participant was shown a one-minute video of
a simulation of the car in the highway domain to help the participant build a mental model the AI’s behavior. Each
participant was shown one of two videos. In the first video, the car crashed at the end of the video (failure), and, in the
second, the car reaches the “finish line” (success). Both these videos were generated using the same policy for the agent.
Our aim was to measure whether watching the car succeed or crash subjectively influenced participants’ perception of
any XAI modality or objectively impaired their ability to apply the explanation.
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3.2 Metrics

In this section we describe the metrics we employ to subjectively gauge perception of each explanation, with regards
to usability and trust, and objectively evaluate a user’s ability to simulate the decision making of the car. To measure
usability, we adapted a survey, which incorporated trust into the TAM model [28], from prior work on human-evaluation
of e-service systems [64]. This survey included questions on usability, ease of use, attitude, intention to use, and trust.
We replaced references to “e-service” in the original survey with “explainable agent” for this user study. The complete
survey utilized in this study can be viewed in Table 1. Note that we did not employ the frequently utilized trust scale for
XAI proposed in [56], because our study did not satisfy the assumptions required as per the authors, i.e. “the participant
has had considerable experience using the XAI system.”

To measure objective simulatability, we computed a prediction score using participants’ predictions before and after
receiving an explanation for the car’s actions. We asked participants four prediction questions where they predicted the
next sequence of actions the car will take. Using their answers to these questions, we compute a task prediction score as
shown in Equation 1,

score =

4∑
i=1

ca,i × δa,i −
4∑

i=1

cb,i × δb,i (1)

In this formula, the δ parameters represent whether or not the participant was able to predict the car’s actions correctly.
δa,i is assigned a value of +1 if the ith question was answered correctly prior to receiving an explanation and −1
otherwise. δb,i similarly represents the correctness of the participant’s prediction for the ith question after receiving an
explanation. cb,i represents the confidence rating for question, i, before receiving an explanation, and ca,i represents
the confidence rating for the ith question after receiving an explanation. Confidence ratings are obtained by asking
participants how confident they are in their prediction of the car’s next sequence of actions, on a 5-item scale from
“Not confident at all” to “Extremely confident.” To compute cb,i and ca,i, we assign numeric values to a participants
confidence rating uniforming between 0.2 and 1, in increments of 0.2 (i.e., Not confident = 0.2, Slightly confident =
0.4, Moderately confident = 0.6, Very confident = 0.8, Extremely confident = 1). When combined, c and δ represent a
weighted prediction score. The score variable represents the difference between the weighted prediction scores across
four different prediction questions. We also measure the unweighted score, the number of correct answers in phase 2,
and weighted number of correct answers in phase 2 to track simulatability performance.

3.3 Procedure

This experiment was conducted online via Amazon Mechanical Turk. Our study began with a demographics survey
about age, gender, education and experience with computer science and video games. Computer Science and video
game experience were measured on a 4-point, self-reported scale from “very inexperienced” to “very experienced.”
Participants were also asked to answer short surveys regarding their orientation towards things or people [65] and
learning style (visual-vs.-verbal [66]). The rest of our study is divided into three phases.

In Phase 1 of the study, the participant first received a one-minute video of the car driving on a highway, in which the
car would either reach the finish line (success) or crash into another car (failure) at the end of the video, in order to
prime the participant with the car’s behavior. Next, the participant would be asked to complete four prediction tasks. For
each prediction task, the participant was shown a unique, eight-second video of the car driving (i.e. overtaking/changing
lanes/slowing down, etc.) on the virtual highway. Based on this video of the car, participants were asked to predict the
next set of actions of the agent from a set of five options (including an option for none of the above), by utilizing their
inferred mental model of the car. Each scenario involved the car executing a policy on a different part of the highway.
Each prediction question was accompanied with a 5-point confidence rating (Not confident - Extremely confident).

In Phase 2, participants would perform the same tasks as in Phase 1, with the exception being that participants also
received an additional explanation for the actions of the car in one of the four formats specified earlier. Conducting the
same prediction tasks with and without an explanation allowed us to directly analyze the impact of an explanation on
the perception of the explainable agent. Finally, in the third and final phase, participants were asked to complete our
usability and trust survey to subjectively evaluate the explanation modality they worked with. We adapted a survey
which incorporated trust into the TAM model [28], from prior work on human-evaluation of e-service systems [64]
involving questions on usability, ease-of-use, attitude, intention to use, and trust. Note that we did not employ the
frequently utilized trust scale for XAI proposed by [56], because out study did not satisfy the assumptions required as
per the authors, i.e. “the participant has had considerable experience using the XAI system.” In our case, participants
were interacting with the XAI agent for the first time for only 20 minutes, therefore we ascertained that this scale was
not applicable. Our study design relates to that of another from prior work [54], in the context of understanding how to
communicate policies, of a sequential decision making agent, to end-users. The authors of that prior work [54] sought
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to understand the impact different representation languages when used to encode policies, where each explanation to
a policy was presented in the form of a representation language. In contrast, we seek to understand how varying the
modality of the explanation impacts perceived interpretability and usability of the policy explanation, which is crucial
for facilitating large-scale adoption of XAI systems.

(a) (b)

(c) (d) (e)

Figure 3: These graphs plot the means and standard errors for each subjective evaluation metric across the four
explanation modalities. Significant differences between modalities is noted in the graphs.

3.4 Results

Our analysis was conducted on data from 231 participants, recruited from mechanical turk (54% identified as Male,
46% identified as Female, and <1% identified as Non-binary/other). Out of all responses collected, we only included
responses in our final dataset from participants who had submitted the survey once. To the best of our knowledge, all
responses that were from repeat or malicious responders were filtered out. A total of 46 participants reported having
some degree of computer science experience. The average time taken for our survey was 18 minutes and participants
were paid $4 for completing our study (which equates to $13.34 per hour).

We created a multivariate regression model with the explanation mode, success/failure and demographics values as
the independent variable, with the dependent variable being the subjective or objective metric being studied. Models
were checked to meet normality and homoscedasticity assumptions. Omnibus tests were performed before pairwise
comparisons were made. We used multivariate linear regression with AIC as our occam’s razor for modelling covariates
and interaction effects. For Q1 (understanding the simulatability of each individual modality), we compared how each
explanation mode affected the task prediction performance using our objective metrics. We find that tree explanations
were significantly more beneficial for predicting more questions correctly in phase 2 when compared to modified
(Estimate = -1.257, SE = 0.374, p < 0.001) and basic text (Estimate = -1.138, Standard Error (SE) = 0.3548, p <
0.01). After taking into account confidence ratings, the usage of tree explanations still significantly improved weighted
number of correct answers in Phase 2 as compared to the modified text explanations (Estimate = -0.571, SE = 0.167,
p < 0.001), and the basic text-based explanations (Estimate = -0.480, SE = 0.160, p < 0.01). For the score metric
described earlier, both trees (Estimate = 2.517, SE = 0.558, p < 0.001) and programs (Estimate = 1.414, SE = 0.555,
p < 0.05) significantly improved the participant’s score when compared to the modified text baseline. These results
imply that users are able to more accurately simulate and understand an agent’s decisions using trees.

With respect to Q2 (understanding the perceived usability of individual modalities), we found that modified text was
rated to be significantly more useful than both the program (Estimate = 47.6434, SE = 12.484, p < 0.001) and the tree
(Estimate = 29.098, SE = 12.470, p < 0.05) baselines. For ease of use, the tree, text, and modified text baselines were
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rated significantly higher than the program explanation (p < 0.001). For the metric of intention to use, a Wilcoxon
signed rank test showed that modified text was preferred to program (p < 0.05). These results suggest an inconsistency
between the subjective and objective evaluation metrics for the decision tree and program vs text-based modalities.
Although they were found to be less useful for accurately predicing the actions of the car, participants perceived
text-based explanations as significantly more usable than decision trees and programs. An important point to
note with respect to Q2 is that the model for trust did not pass the assumptions for our parametric test. Consequently, we
conducted a non-parametric analysis for trust, however, none of the explanation modalities were found to significantly
impact trust. In relation to Q3 (understanding the effect of individual factors on the subjective and objective measures
of each modality), we found that participants with low CS experience have significantly improved relative prediction
scores when using the modified text explanation as compared to the tree (Estimate = -2.1597, SE = 0.611, p < 0.001) or
program (Estimate = -1.436, SE = 0.609, p < 0.05) explanations. For usefulness, higher CS experience significantly
decreases the relative advantage of text over program for both the basic (Estimate = -14.12, SE = 6.335, p < 0.05)
and modified text (Estimate = -19.69, SE = 6.597, p < 0.01) modalities. Similarly, with respect to attitude and
ease-of-use, high-CS experience was found to significantly decrease the preference of modified text (p < 0.01) and text
(p < 0.05) explanations relative to programs. Overall, our results showed that with respect to simulatability and
usability, increasing CS experience negatively impacts the text-based explanations compared to the program or
tree explanations.

We note that we did not find self-reported learning-style preference (visual vs verbal) to be a significant influencing
factor for either the subjective or objective measures we studied. Next we studied whether success and failure were
found to significantly influence XAI perception. With respect to success, we found that watching the car succeed in
the priming video – as opposed to failing, i.e. crashing – significantly improved a participant’s attitude (Estimate =
11.986, SE = 4.64, p < 0.05). However, this effect was not observed for the other dependent variables, i.e. ease-of-use,
trust, usefulness and intent-to-use. This implies that although, on average, participants felt that working with the XAI
agent that failed was “unpleasant”, it did not impact their usability. This may indicate that better care needs to taken
to appease end-users in situations where they work with agents that frequently fail. Unlike in the case of attitude,
success/failure was not found to affect the score of a participant, i.e. watching the car fail did not affect the participants
ability to understand the explanation.

3.5 Qualitative insights and Discussion

At the end of Phase 2, we asked participants to describe their experience working with the format of explanation they
received in order to gain some insight into the their preferences, via an open-ended textual prompt. One important
finding was that participants often reacted adversely to receiving an explanation the participant did not understand or
could not parse. This trend was particularly prevalent for the program-based explanation. People with little experience
of programming were often discouraged and confused by the program-based explanation. One participant stated that
the explanation was counter-productive in that it made the participant “second guess [their] initial choice,” and further
stated that “If it was supposed to be reassuring and confirming, it wasn’t.” Another participant stated that the nature of
the program-based explanation made it “functionally useless” to the task assigned.

Yet, other participants seemed to value conciseness within the explanations over the detailed nature of the text-based
explanations. For example, one participant took issue with the modified-text explanation as it was not ordered in a
way that was easy to understand. The participant stated, “Some of the sentences could have been combined and just
said left or right instead of having a statement for each.” Another participant stated that they were “better with visual
learning,” and, therefore, preferred to go by their initial assumptions based on the video rather than use the detailed
text explanation of the car’s policy indicating that ill-fitting explanations made the participant choose to ignore the
explanation provided. A third participant expressed their struggles in learning to use the decision tree explanation and
suggested that, "it would have been helpful if there was animated instructions on the original video to show the rules."
Thereby indicating that the participant would be more amenable to using this format of explanation if it was presented
in a way that was easier to parse.

These examples highlight that when explanations are ill-fitting of an individual’s dispositional or situational
circumstances, users may be unable or unwilling to utilize the explanations to adapt their understanding of the
car. Humans create mental models for systems they interact with [56], and an accessible explanation should focus on
identifying and correcting the misconceptions within this mental model in a way which caters to the socio-technical
disposition of the user. One participant’s response encapsulates this sentiment: After receiving the decision tree the
participant stated, the explanation “was generally helpful in that it helped [the participant] focus on the other car that
was the biggest factor in the AI’s decision making.” This indicated that the participant was able to apply the explanation
to improve their mental model of the car’s behavior, by identifying the factors in the environment that influence the
car’s decisions. Another participant stated that the modified-text explanation “really helped” because “it showed how to
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see the car and how it would interact with the world around it.” In both these situations, the user was more open to
adopting the explanation because the explanation was able to satisfactorily fill in the gaps in their mental model of the
car, by helping participants perceive how the car may be processing the information available in the environment to
make decisions.

In our study, we found inconsistency in human preferences of explanation modalities with respect to subjective
and objective metrics. Participants found language-based explanations to be significantly more useful (p < 0.001)
even though participants performed better according to our objective metrics when using the tree-based explanation
(p < 0.001). This contradiction implies that being able to successfully apply an explanation does not necessarily
enhance a user’s assessment of the XAI system. These findings support discourse from prior work on human-centered
or user-centered perspectives to explainability [20, 24, 67]. Participants’ preference towards using modes of explanation
which objectively perform poorer on task performance metrics is a clear indicator that explanations need to consider the
individual dispositions of the potential end-user to engender adoption. Our results support the position that researchers
should design personalized XAI interfaces which can cater to the social needs of the end-users interacting with these
systems. We do not claim to be the first to show that Personalized XAI is necessary, which has already been shown
in prior work [26, 62]. However, these works are restricted to recommendation/tutoring systems and were conducted
on a much smaller sample population (the other two studies were conducted on 30/72 participants whereas this study
was conducted on 231 participants). We contribute to the existing body of literature for a novel domain, by providing
insights for potentially developing XAI interfaces for a sequential decision making task like a self-driving car simulator.
Our analysis identifies key demographics factors such as computer science experience, and highlighted the importance
of these factors for with respect to subjective perception and objective use of XAI modalities.

4 Limitations and Future Work

Firstly, our study follows a human-grounded evaluation structure we performed our analysis on for a simulated self-
driving car. Therefore, it is important to acknowledge that while these results provide a comprehensive initial estimate,
they may vary when this study is replicated on the real task. Future work could benefit from a similar study in a real
setting, i.e. application grounded evaluation, which accurately reproduces the experience of receiving explanations
from a self-driving car. Secondly, this study does not consider longitudinal human-adaptation to XAI systems. It may
be possible that although a participant initially does not prefer to use an explanation after brief interactions with the
agent, a period of time to adapt to the explanation modality may alter their preference. In future work, we aim to study
how personalized XAI perceptions are influenced by longitudinal factors and prolonged interactions with the XAI agent.
Another relevant topic to discuss with regards to adaption is the cost of adaption. It may be worthwhile to study whether
a user prefers to be taught how to adapt to a “useful” explanation or whether the explanation should be modified to cater
to them. Intuitively, one would expect that users would prefer having a personalized explanation for them, but future
work could empirically study this trade-off.

Another important limitation to consider is the participant’s level of immersion. Viewing the simulation of the car
in our environment may not be enough for the participant to recognize the consequences of working with a self-
driving car. In a situation where the stakes are more obvious, participants may perceive explanations differently. This
may have contributed towards the lack of significance for the trust model. Since participants may not have been
immersed/understood the potential real-world consequences, their internal model for trust may have been independent
to the explanation provided. However, we believe that our study still contributes novel insights that provide a stepping
stone towards a future application-grounded analysis. Finally, in future work, we aim to leverage the insights from this
study to develop a personalizable XAI methodology. In such a case, the XAI interface could evaluate an individual’s
disposition and demographic factors to recommend a type of explanation. Then the user can specify any additional
properties they would like within the explanation and adaptively modify the type of explanations it receives from the
agent. We hypothesize that such an approach would truly give rise to human-centered explainability and bridge the gap
between stakeholders and AI technology.

5 Conclusion

Explainable AI must have a stakeholder-focus to engender long-term adoption. Simply unraveling the internal
mechanisms of an Artificial Intelligence agent is insufficient if it is not presented in a way the end-user can easily
understand. To produce user-centered XAI approaches, we need to better understand what influences XAI perception. In
this paper, we present a novel user-study which studies subjective user-preference towards disparate XAI modalities, for
a self-driving car, and how situational (e.g., watching the car succeed or fail) and dispositional factors (e.g., computer
science experience) influence this perception. We show that computer science experience can reduce an individual’s
perception towards the text-based modalities, as well as how watching the car fail (crash into another car) worsens
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their attitude towards the XAI agent. Our findings also highlight an important internal inconsistency in explanation
preference. Text-based explanations were perceived to be more usable according to our subjective survey, however,
decision tree explanations were found to be more useful in terms of more accurately predicting the car’s actions. XAI
developers need to balance the tradeoff between willingness to adopt and usefulness, as the perceived usability varies
based on an individuals specific intrinsic and situational criteria. We hope that this work promotes a wider study of
personalized XAI approaches which curate explanations to fit the particular needs and circumstances of individual
stakeholders.
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A Explanation Types

This section shows the specific policy explanations shown to each participant for the four modalities employed in our
study, i.e. (1) Basic Text, (2) Modified Text, (3) Decision Tree, (4) Program.
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(a) (b)

(c) (d)

Figure 4: This figure depicts the four policy explanations shown to participants corresponding to each baseline. (a)
Basic Text: A language description generated using a template from the decision-tree policy, (b) Modified Text: A
simplied version of the language description presented in an easy-to-understand manner, (c) Decision Tree: A decision
tree describing the exact policy of the self-driving car, (d) Program: Pseudo-code of the decision making process of the
car.
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